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Universitat de València
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Abstract

In this work, a Multi-agent Reinforcement Learning framework is used to get plausible simulations of pedestrians
groups. In our framework, each virtual agent learns individually and independently to control its velocity inside a
virtual environment. The case of study consists on the simulation of the crossing of two groups of embodied virtual
agents inside a narrow corridor. This scenario permits us to test if a collective behavior, specifically the lanes formation is
produced in our study as occurred in corridors with real pedestrians. The paper studies the influence of different learning
algorithms, function approximation approaches, and knowledge transfer mechanisms in the performance of the learned
pedestrian behaviors. Specifically, two different RL-based schemas are analyzed. The first one, Iterative Vector Quan-
tization with Q-Learning (ITVQQL) improves iteratively a state-space generalizer based on vector quantization. The
second scheme, named TS, uses Tile coding as the generalization method with the Sarsa(λ) algorithm. Knowledge trans-
fer approach is based on the use of Probabilistic Policy Reuse to incorporate previously acquired knowledge in current
learning processes; additionally, value function transfer is also used in the ITVQQL schema to transfer the value func-
tion between consecutive iterations. The results demonstrate empirically that our RL framework generates individual
behaviors capable of emerging the expected collective behavior as occurred in real pedestrians. This collective behavior
appears independently of the generalization method used, but depends extremely on whether knowledge transfer was
applied or not. In addition, the use of transfer techniques has a notable influence in the final performance (measured in
number of times that the task was solved) of the learned behaviors. A video of the simulation is available at the URL:
http://www.uv.es/agentes/RL/index.htm
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1 Introduction

The use of Reinforcement Learning (RL) techniques in graphics, animation and simulation tools is gathering increasing
attention. Its use has mainly focused on selecting adequate frames from a collection of pre-computed movements or
poses to generate interactive animations (Treuille et al. 2007) or to create video textures (Schödl & Essa 2000). In this
work, we use RL to control directly the characters of a simulation. Thus, the embodied agents learn to navigate inside
a virtual environment to simulate pedestrians groups. Different areas, such as architecture, civil engineering and game
development, can benefit from the simulation of pedestrians groups, in order to check the capacities of the facilities in a
building, to prevent accidents, or to give realism in urban scenarios. In our framework (Martinez-Gil et al. 2012b), each
embodied agent learns autonomously to control its velocity to reach to a goal. It uses an Open Dynamics Engine (ODE)
calibrated with values of real pedestrians (Martinez-Gil et al. 2012a) that simulates the interactions at the physical level.

To design a RL framework with a continuous state space where multiple independent learning processes are carried out
at the same time is a challenging problem. Additionally, the pedestrian simulations are particularly difficult because
collective behaviors emerge in real pedestrian groups in specific situations like the lane formation in crowded streets. In
such situations, it is important to know whether the use of different configurations in the RL framework is critic for the
quality of the learned behaviors. In this work, we present a study about the influence of knowledge transfer techniques
and the use of different state space generalization methods in the performance of a well-known pedestrian simulation
scenario. The narrow-corridor scenario is a problem of pedestrian dynamics where two groups of pedestrians inside
a narrow corridor have to cross in order to reach to the opposite side. This scenario is specially suitable to study the
emergence of collective behaviors, specifically the lane formation (Helbing et al. 2005). There are two main motivations:

1. To demonstrate empirically that collective behaviors emerge in different configurations of the learning processes.

2. To study the influence of the state space generalization method jointly with a learning algorithm and the use of
transfer knowledge techniques in the performance of the learned pedestrian behaviors.

2 The multi-agent RL framework

RL uses optimization techniques to learn from a reward signal a sequential decision-based controller. In RL, the problems
are modeled as Markov Decision Processes (MDP) (Kaelbling et al. 1996). The goal is to find an optimal policy, that is, a
mapping between states and actions, that provides the maximum discounted expected reward V (s) = E{

∑
∞

t=0
γtrt} in

each state of the space state, where the γ parameter sets the influence of future rewards and rt is the immediate reward
in time t. Different families of RL algorithms solve the problem. In our framework, we will use two temporal difference
(TD) algorithms: Sarsa(λ) (Sutton & Barto 1998) and Q-learning (Watkins & Dayan 1992), with an ǫ-greedy exploratory
policy. The value of ǫ decays with the number of episodes. One RL process per agent is carried out simultaneously and
independently so that each agent perceives the rest of the agents as a part of the environment.

The virtual 3D environment consists on a narrow corridor of 15 m. long and 2 m. wide (Figure 1 on the right). Inside,
two groups of embodied agents are initially placed at the ends of the corridor. The goal of each agent is to reach to
the opposite end of the corridor. The agents are represented by a cube surrounded by a circle with radius 0.3 m. that
represents the collision bounding area. The ODE module performs collision-detection using spheres with the same
radius. This module models the collision taking in account friction forces between agents and between an agent and the
soil (Martinez-Gil et al. 2012a). The state for each agent is described by the features shown in the table of the Figure 1
(left). The agent’s sensorization is displayed in Figure 1 (center). The chosen features have been used previously in
pedestrian models and they are considered relevant for the kinematic description of the pedestrian (Robin et al. 2009).
The agent’s actions modify its velocity vector. This variations have also been used to control the trajectories in pedestrian
models (Bierlaire & Robin 2009). In an agent’s decision, the actions are taken in pairs, which modify the speed (increasing
or reducing) and the orientation of the velocity vector (clockwise or counterclockwise). There are eight different ratios
plus the ‘no operation’ option for both the speed and the orientation, resulting in 81 possible combined actions. The
maximum number of actions per episode allowed (steps) is 70 but the agents actually use about 30.

In real-valued state spaces, the use of a generalization method is necessary. We compared two methods in our scenario:
Vector Quantization (VQ) (Gray 1984) and Tile coding (Sutton & Barto 1998). VQ is a clustering method that uses a
finite set of vectors (named codewords) as a codebook to describe the state space. A metric maps each real state with
the nearest vector of the codebook (in our case, the euclidean distance is used because of the geometric nature of the
features of the state space). The codewords are calculated using the Generalized Lloyd Algorithm clustering method
(GLA)(Linde et al. 1980). The data for the clustering are gathered from the sensorizations of the agents inside the virtual
environment and each agent builds its own quantizer. The codebook is used as the entry of a tabular value function
where the value of each entry in terms of accumulated reward is calculated through the agent’s interaction with the
environment. The number of codewords has been empirically selected to 8192. Tile coding is a specific case of linear
function approximation with binary, sparse features. The value function for each state-action pair is represented as a
lineal combination of the parameters as Vt(s) =

∑n

i=1
θt(i)φs(i) in which the φs(i) features have binary values. Whatever
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Sag Speed of the agent.
Av Angle of the velocity vector

relative to the reference line.
Dgoal Distance to the goal (exit

door).
Sreli Relative speed of the ith

nearest agent.
Dagi Distance to the ith nearest

agent.
Aagi Angle of the position of the

ith nearest agent relative to
the reference line.

Lagi Label to identify the group
that the neighbor belongs to.

Dobj Distance to the jth nearest
wall.

Aobj Angle of the position of the
jth nearest wall relative to
the reference line.

Figure 1: Left: List of the state space features. Center: Agent’s reference system for the sensorization. The reference line
joins the agent with its goal. Right: Screen shots of four steps of a simulation from the crossing scenario with the ITVQQL
schema. The time follows this sequence: top and left, top and right, bottom and left, bottom and right.

the number of dimensions of the space is, it is divided in partitions named tilings. Each element of a specific tiling is a
tile and there is only one active tile per tiling; therefore the total number of active binary features is always the same as
the number of tilings and was determined empirically to 64 in this domain.

To integrate VQ and Tile coding with a RL Temporal Difference method, the following schemas have been followed:

1. Iterative Vector Quantization with Q-Learning (ITVQQL). The VQ generalization method is combined with the
Q-learning algorithm in a iterative schema that carries out several learning processes over the same task. The
learned value function Vi learned in one learning process li that uses the codebook V Qi is used in a simulation
phase to collect policy-biased sensorization data to calculate a new V Qi+1 that represents the state space more
accurately than V Qi. Then a new learning process li+1 is carried out using V Qi+1 for learning Vi+1. Additionally
two knowledge transfer methods are used in this schema:

(a) First, the learned value function of iteration li is transferred to initialize the new value function of iteration
li+1. The values of the new value function are loaded with the values of the most similar codeword entry
of the old value function. The similarity between codewords of different VQs is given by the euclidean
distance. This transfer can be considered a simple case of transfer of an inter-task value function between
different representations of the state space, named complexification in (Taylor & Stone 2007). This transfer is
not a mere initialization because the VQ codebooks of two consecutive iterations are different.

(b) Second, we have used Probabilistic Policy Reuse (PPR) (Fernández et al. 2010) to incorporate domain knowl-
edge. In PPR, a policy (π0) is used as a bias in the exploration-exploitation trade-off. Specifically, the policy
π0 is used with a probability ψ that decays exponentially in the number of episodes while the ǫ-greedy ex-
ploratory policy is used with probability 1 − ψ. In our problem, the policy π0 always suggests the use of
an action that drives the agent towards one side of the corridor 1. It is important to note that PPR is used
as a way of exploring efficiently the space of policies to find a solution. If the agent does not find useful to
follow the policy π0 in a state, it will learn a better policy because the exploratory policy is active along all
the learning process.

2. Tile coding with Sarsa(λ) (TS). In this approach, each agent carries out a single learning process using Tile Coding
and the Sarsa(λ) algorithm. The PPR method described above is also applied in this case.

1Specifically, the policy π0 choose randomly from the set of actions that turns the agent’s velocity vector towards the right side of
the corridor

2



Number of agents 8
α From 0.3 to 0.15
γ 0.9
Initial value of ǫ 1.0
Iterations 8
Episodes per iteration 50000
Reward Goal reached 100
Number of codewords 8192

Number of agents 8
α 0.004
γ 0.9
Initial value of ǫ 1.0
λ 0.9
Episodes 50000
Reward Goal reached 100
Number of tilings 64

Figure 2: Left: Averaged performance for the ITVQQL (top) and the TS (down) schemas. It is measured as the number
of times that an agent reach to its goal independently of the rest of agents. In the ITVQQL curves, each point is the
average performance of all the agents at the end of each iteration of the learning process. In the TS schema, each curve
is the average performance of all the agents along a single learning process. Means are over the 8 agents. Right: The
configuration for ITVQQL (top) and TS (down) processes. The parameters have the usual meaning of the RL literature.

3 Experiments and results

Four experiments with the same configuration have been carried out for the ITVQQL approach. The first experiment
(titled as ITVQQL in the graphic) uses both, the transfer of the value function and the PPR methods. The second (titled
VQ-NOPR) uses the transfer of value function only, the third one (VQ-NOVF in the graphic) uses PPR only, the fourth
(titled NO-TRANSFER) does not use any transfer technique. Figure 2 shows the performance (percentage of times that
an agent reach to its goal independently of the rest of agents) obtained at the end of each learning process. The ITVQQL
curve gets the highest average performance. This iterative schema converges in the third iteration. The curve VQ-NOVF
has a similar value than the ITVQQL curve in the first iteration because in that iteration both experiments have the
same configuration (there is not value transfer in the first iteration). The same occurs with the VQ-NOPR and the VQ-
NOTRANSFER curves. The gap between the curve VQ-NOPR and the curves that use PPR at the first iteration, indicates
that the bias provided by the policy π0 through PPR is very useful for the learning process. For curve VQ-NOPR, the
iterative schema is useful from the iteration number 1 to 7. This fact shows that the transfer of the value function needs
more iterations when it is used alone than when it is used in combination with PPR. The difference between the VQ-
NOTRANSFER curve and the rest of curves reveals the benefits of using transfer techniques. In the VQ-NOTRANSFER
experiment, the iterative schema is not useful, likely because the learning process is not long enough to generate better
VQs between consecutive iterations. In the second row of the Figure 2 the results of the TS approach are reported. The
curve labeled as TS represents data of an experiment that uses PPR while the curve named TS-NOPR does not use PPR.
These curves correspond to a single learning process. The initial gap between the two curves is typical in a knowledge
transfer process. The final performance is very different in both curves indicating the beneficial effect of the PPR in the
TS curve during the learning process.

The performance analysis in simulation is represented in the Table 1. The performance in simulation is different to the
average performance shown in Figure 2. The performance in simulation gives the percentage of correct simulations, that
is, the simulations in which all the agents reach to the correspondent goal. The first column shows that the performance is
similar for the two generalization methods when using knowledge transfer. The second column, that corresponds to the
results of the experiments without PPR, shows a decrement of the performance. The percentages are relevant enough to
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WITH TRANSFER NOPR NOTV NOTRANSFER
ITVQQL 81 ± 4 30 ± 4 8 ± 2 0

TS 80 ± 3 68 ± 4 – –

Table 1: Analysis of the performance in simulation. Mean of the percentage of episodes that end successfully from a
series of 100 episodes. In a successful episode, all the agents reach to the correspondent goal. The mean of ten series is
displayed.

indicate that the emergent collective phenomena depends on whether the additional information is provided by the PPR
transfer method. Additionally, the influence of the use of PPR is higher in the ITVQQL schema than in the TS approach.
The value of the third column also indicates that the use of transfer of the value function has a deep influence in the
performance of the ITVQQL schema. The value of the NOTRANSFER column shows that the crossing problem is not
solved correctly, and in simulation, lane formation can not be clearly observed. In terms of learning, the TS algorithm
is more efficient than the ITVQQL. When no transfer techniques are used, the performance of the TS schema is higher
(68%) than when the ITVQQL is used (0%). The Figure 1 shows four moments of a simulation for the ITVQQL schema.
In both approaches (ITVQQL and TS), the lane formation has similar visual appearance. Videos can be seen in the URL
http://www.uv.es/agentes/RL/index.htm.

4 Conclusions

From the results of the experiments described in the previous section we can derive the following conclusions:

• The lane formation is an emergent collective behavior that appears independently of the generalization approach
used. However, it requires a learning bias in the exploration process, which is provided through the PPR method.

• The ITVQQL and TS schemas show similar performance results in simulation when the knowledge transfer
techniques are active. However, the ITVQQL schema is computationally more expensive than TS because it has
to carry out several learning processes.

• The use of knowledge transfer techniques improves the performance of both schemas. Specially, the transfer
of value function technique is important in the TRVQQL schema. However, TS is more efficient than ITVQQL
when knowledge transfer techniques are not used.
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Treuille, A., Lee, Y. & Popović, Z. (2007), ‘Near-optimal character animation with continuous control’, ACM Transactions
on Graphics (SIGGRAPH 2007) 26(3).

Watkins, C. & Dayan, P. (1992), ‘Q-learning’, Machine Learning 8, 279–292.

4


